Neurosolutions Application  Summary

The Classification of Post Office Outlets According to Risk of Incident


The task described above consisted of the use of data mining tools of all types to find patterns in a database supplied to us by the Royal Mail.  The aim of the project was to evaluate novel and already existing ‘data mining’ tools.  Data mining is the extraction of useful information from a database using artificial intelligence algorithms and neural networks were considered as a major part of this process.  In many sections of the literature it is commented that neural networks often outperform their counterparts on predictive accuracy and achieving this was considered paramount in this project.  The database consisted of a set of attributes about each Post Office outlet and an indication whether that office had been subject to an incident in the past three years.  At the time of writing it has not been made clear to the investigator what constitutes such an incident.  The task of each of the data mining tools was to discover some connection between the number of incidents and the attributes which are present in the database. If satisfactory accuracy can be achieved, then the classification algorithm (or a group of algorithms) should be able to be interrogated as to the classification of new Post Office outlets to ascertain whether they are at risk from an incident.


The research project with the Royal Mail was instigated by a joint venture between the then Departments of Engineering and Computer Science at the University of Exeter (now the School of Engineering and Computer Science), specifically Dr. Dragan Savic in Engineering and Dr. Ajit Narayanan in Computer Science.  A recent graduate of the University, Edward Keedwell, was employed as a Research Assistant to perform the data mining tasks under the supervision of both Dr. Savic and Dr. Narayanan.  Whilst the practical data mining experience of this type was limited in the department, the theoretical underpinnings of data mining tools (including neural networks) were well understood by all parties.   In fact, the focus of the research was to push the boundaries of data mining and neural networks rather than relying on tried and tested techniques.


The first technologies to be applied were decision trees due to the relative lack of data preparation which had to take place to enable the algorithms to work over the data.  Once this phase of the operation had been completed, experimentation with neural networks could begin.  Firstly, the dataset had to be converted from the format in which it was presented to the symbolic algorithms, to one which the network could process.  This conversion had to take place because the original data was presented as a set of categorical integers and continuous attributes.  Before training could occur, the data had to be processed in two ways:

1. Firstly the continuous data had to be converted into a set of discrete categories (discretisation).

2. This newly discretised dataset was then converted from a set of integers to a field representation, such that an attribute with five categories would have 5 possible elements, one of which would be 1 and the rest 0.  Thus the representation of 3 in this situation would look like this:

0 0 1 0 0

For each of these elements, there exists an input unit.  This representation was chosen as it maximises the effectiveness of the network because it is able to distinguish between every attribute of the data record clearly.

Once this preparation was complete, the testing could begin and it was considered that the first step should be to start simply and to create more complex architectures if the error rate was not satisfactory with the smaller, simpler networks.  It was also considered that the number of hidden units would not have to be great compared to the number of input units because the input was sparse.  

Overleaf is a table of the topologies attempted and the associated error rate of the network, in each of the examples, the Neurosolutions cross-validation facility was used to assess when the network had been optimally trained. The error and threshold ratings had to be independently calculated because the MSE function of Neurosolutions was directly linked to the type of activation function used and thus gave very different results depending on whether the sigmoid or tanh function was used.  Aside from this experimentation, other one-off experiments with different parameters not listed here, were performed where either the performance was very poor or the network did not converge to a result.

Hidden Layers
Units
Threshold % (0.5)
Threshold % (0.25)
MSE

1, Sigmoid
10
69.4
27.0
0.194

1, Sigmoid
20
70.6
27.0
0.193

1, Sigmoid
30
69.8
25.6
0.194

1, Tanh
10
68.2
29.6
0.196

1, Tanh
20
70.2
28.4
0.193

1, Tanh
30
66.4
28.0
0.200

2, Sigmoid
10, 5
67.6
0
0.231

2, Sigmoid
20,10
72.0
10.4
0.198

2, Sigmoid
30,20
70.2
3.6
0.202

2, Tanh
10, 5
70.2
28.2
0.195

2, Tanh
20, 10 
72.2
29.8
0.194

2, Tanh
30, 20
70.2
23.6
0.197

3, Sigmoid
20, 10, 5
52.2
0
0.247

3, Tanh
20, 10, 5
69.8
15
0.200

0, RBF, Sigmoid
100 Clusters
59.6
0
0.249

0, RBF, Tanh
50 Clusters
65.0
9
0.221

0, RBF, Tanh
100 Clusters
65.8
10
0.217

1, RBF, Tanh
500 Clusters, 20
65.6
2.8
0.220

1, SOFM, Tanh
6x6 3,1, 20
47.8
0
0.250

1, SOFM, Tanh
8x8 3,1, 20
47.8
0
0.250

The first column indicates the number of hidden layers and the activation function used as well as some specialised information – RBF = Radial Basis Function and SOFM = Self Organising Feature Map.  The threshold statistics are where the decision threshold is based, so for Threshold 0.5, any result over 0.5 was taken to be a 1 and under 0.5 a 0.  Where 1 corresponds to a Post Office outlet which has suffered an incident and 0, one which has not.

As can be seen from the table, a network with 2 hidden layers, with the first of 20 units and the second of 10 units performed the best under these conditions.  Training time was not a consideration for this project, if required, a network could be left for days at a time to achieve a greater accuracy rating, this however was not required as the model which represented the best accuracy was also relatively simple.


The results which were obtained with this network have still to be analysed in depth, but the accuracy rate of 72.2% on the test set was a match for one of the symbolic algorithms.  The other symbolic algorithm produced some more impressive results on this dataset, but in doing so generated a rule set of some 300-400 rules which is impossible to deal with by hand.  In comparison, testing new examples on the neural network is a relatively simple task and so the neural model certainly remains in contention for the algorithm of choice for this domain.  Generally, the feeling is that the neural network will perform better on a different representation where the number of incidents will be taken into account rather than just a binary yes or no decision.  In this, extensive use will be made of the ‘record weighting’ facility which was brought to our attention by an e-mail from Neurosolutions themselves.  This facility is not available on one of the symbolic algorithms and so it seems there will be a straight comparison between neural networks using this package and the thus-far more successful symbolic algorithm.  


 Once a satisfactorily accurate model or models has been found,  the intent is to create a windows based ranking system which will enable the end user to enter the characteristics of a Post Office outlet or set of outlets and for the application to give a weighting as to how much at risk that office is.  It is intended that the application embedding feature will be used to link in the Neurosolutions network into that system and enable the weighting to be sourced from this and possibly other algorithms.  The final design for this software has yet to be decided upon, but it is likely that it will contain as one of its components, a Neurosolutions sourced neural network.

